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transformative potential for higher education, yet their integra-
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riculum misalignment, epistemic unreliability, and fragmented
learning experiences. This paper introduces the AI Learning
Companion, a platform developed by the Department of Automa-
tion at Tsinghua University. The platform enforces course-specific
knowledge isolation while explicitly modeling conceptual overlaps
across courses via a curriculum knowledge graph. It integrates
three key functional modules–multimodal resource ingestion,
retrieval-augmented intelligent Q&A with citation tracking, and
automated quiz generation. It is powered by a layered archi-
tecture that leverages large language models through disciplined
prompt engineering, context management, and evidence-centered
generation. Deployed across 36 courses and serving over 1,300
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learning efficiency, fosters traceable and in-depth understanding,
and can be integrated into the teaching-management loop for
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I. INTRODUCTION

Throughout human history, continuous efforts have been
made to help people learn more effectively, marked by the
invention of new tools—from writing slates and blackboards
to slide projectors and computers. Since the mid-1980s, the
advent of the Internet and multimedia has provided powerful
platforms for the global-wide transfer and sharing of knowl-
edge. Today, we are witnessing a transformative paradigm
shift as AI technology becomes deeply integrated into nearly
every facet of education and enables enhanced capabilities
such as personalized learning experiences tailored to individual
needs, teaching methods with automated grading, and virtual
assistants allowing teachers to focus on more meaningful
interactions. In higher education, AI offers a more adaptive,
inclusive, and responsive tool for tackling emerging challenges
including large class sizes, diverse learning paces and need
for scalable personalized support. Besides, using AI brings
efficiency to administrative processes with predictive analyt-
ics and resource management, broadens access to education,
drives innovation in curriculum development, and revolution-
izes assessment practices.

AI tutoring systems, “AI tutors” in short, are sophisticated
software applications emulating the role of a human tutor by
design, thereby complementing traditional teaching exercise
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and enhancing the educational experiences. These systems can
cater to the unique learning styles, strengths, and weaknesses
of each student, providing a level of personalization that
is often unattainable in traditional classroom settings. Also,
by offering on-demand educational support, AI tutors can
bridge geographical and socio-economic divides, enhancing
access to quality education for a broader audience. In addition,
these AI tutoring systems can efficiently grade assignments,
address common inquiries, and manage administrative tasks,
allowing educators to concentrate on more intricate aspects
of teaching. Furthermore, they can better comprehend student
behaviors and learning patterns from extensive data, and
improve learning outcomes by delivering immediate and con-
tinuous feedback, reinforcing concepts, and promoting deeper
understanding.

Despite these appeals, persistent gaps remain in AI tutoring
systems that need to be addressed. In particular, existing
systems are typically generic, not integrated with specific cur-
ricula, and lack the ability to coordinate learning experiences
across an entire academic program. As a response to this, the
authors have developed the AI Learning Companion platform
tailored to the curriculum in the Department of Automation at
Tsinghua University. Its core objective is to create a unique
learning experience adapted to the diverse backgrounds and
needs of all students in the same program, while ensuring that
every student meets the same high standards upon graduation.

Through a longitudinal and in-depth implementation study
of our AI Learning Companion platform, we seek to investi-
gate how AI tutoring systems reshape higher education across
several critical dimensions. We assess their practical efficacy
and educational impact. This includes examining whether stu-
dents receive accurate and pedagogically sound responses, how
these systems support instructors in their teaching, and whether
they promote a truly complementary human–AI instructional
dynamic. A central, longer-term strand of our research ex-
amines how such systems influence curriculum development
and interdisciplinary learning. A key focus will be on whether
AI tools can help reveal latent connections between courses,
incentivize instructors to engage in collaborative curriculum
design, and thereby foster a more integrated, program-level
educational experience. Ultimately, this research is designed
to generate actionable insights into responsibly harnessing AI
in education. By sharing our findings, we hope to advance
the broader discourse on ensuring that these technologies en-
hance—rather than replace—the irreplaceable human elements
of teaching and learning.
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The layout of this paper is organized as follows. Section
II provides a systematic review of existing AI tutor platforms
worldwide. In Section III, we elaborate on the design of our AI
Learning Companion platform in use. The effectiveness of its
implementation in the Department of Automation at Tsinghua
University is analyzed and discussed in Section IV, followed
by a summary of key findings and discussions in Section V.
Finally, concluding remarks are drawn in Section VI.

II. AI TUTORING PLATFORMS IN HIGHER EDUCATION

This section reviews current development of AI tutoring
systems in higher education. The integration of these technolo-
gies is fundamentally redefining the delivery of instruction,
assessment, and administrative support within higher educa-
tion institutions. As large language models (LLMs) transition
from experimental systems to commercial products, they are
increasingly used to build sophisticated AI tutoring platforms
capable of offering personalized, scalable academic support.
This section systematically analyzes the diverse related tech-
nologies and platforms, categorizing them into interrelated
types of AI tutors in higher education: (1) Foundational
Commercial LLMs and General-Purpose Agents, which pro-
vide broad intelligence and core reasoning capabilities; (2)
Specialized EdTech AI Tools, which focus on domain-specific
pedagogical challenges with tailored curricula; and (3) API-
Powered Custom Systems, which allow institutions to build
context-aware agents integrated securely within their existing
digital infrastructure. The subsequent subsections will detail
the unique characteristics of each category, analyzing their
respective strengths and constraints to inform the strategic
implementation of effective AI-driven educational solutions.

A. Foundational Commercial Giants

Over the past years, the rapid evolution of LLMs has
reshaped the landscape of artificial intelligence and hu-
man–computer interaction. As these models transition from
research prototypes to widely deployed commercial systems,
they increasingly serve as general-purpose AI tutors with
sophisticated reasoning, conversational, and problem-solving
abilities. This subsection reviews the major commercial LLMs
and intelligent agents that form the foundation of the rapidly
expanding ecosystem of AI-powered educational tools.

One of the influential systems is ChatGPT [1], developed
by OpenAI. Since the release of GPT-3 in 2020 and the subse-
quent iterations including GPT-3.5, GPT-4, GPT-4o, and GPT-
5 family, ChatGPT has established itself as a benchmark for
conversational intelligence. The platform’s plug-in ecosystem
and agent frameworks further extend its utility, allowing inte-
grations with external tools (e.g., programming environments,
document editors, or content repositories), thus creating a
more holistic learning support system. Gemini [2], developed
by Google, is a powerful family of multimodal LLMs. Its
integration across Google’s product ecosystem makes it a
comprehensive AI tutor. Anthropic’s Claude [3] is known
for its structured writing, summarization, and step-by-step
problem explanation, which naturally aligns with pedagogical
demands for clarity, reliability, and ethical guidance. Microsoft

Copilot [4] represents another influential family of AI tutors.
Its integration across Windows, Office applications, and Azure
services positions Copilot as a readily available and powerful
tool for educators operating within the Microsoft ecosystem.

The Chinese AI ecosystem has also achieved notable com-
mercial milestones with several high-performance LLMs, such
as ChatGLM [5] by Zhipu AI, Qwen [6] by Alibaba’s DAMO
Academy, Ernie Bot [7] by Baidu, and SparkDesk [8] by
iFlytek. A particularly rapidly rising example is the DeepSeek
model family [9], which has garnered significant attention
due to its competitive reasoning ability, cost-efficient training
methodologies, and the open availability of certain model com-
ponents. All these commercial LLMs form a rapidly expanding
AI educational ecosystem that can interact conversationally,
reason about complex problems, and deliver personalized
educational support at scale.

However, the deployment of these commercial LLMs in
higher education entails both unprecedented opportunities
and inherent risks. On the one hand, they provide instant,
ubiquitous access to broad, encyclopedic knowledge and de-
liver personalized, adaptive learning support without temporal
constraints. This can significantly enhance individualized in-
struction and broaden educational access. On the other hand,
their integration is critically constrained by limitations such
as the risk of hallucination and factual unreliability. These
models may generate authoritative-sounding inaccuracies or
fabricate citations, which compromises academic integrity and
trustworthiness. Furthermore, their lack of curriculum-specific
and contextual knowledge limits their teaching effectiveness.
Equally critical are concerns regarding student data privacy,
security, and the potential exacerbation of digital inequity.

B. Specialized EdTech Tools

The growing demand for sophisticated AI tools that can
directly address specific pedagogical challenges has led to the
proliferation of specialized educational solutions powered by
AI systems. These models and platforms move beyond the
general-purpose utility of commercial LLMs by incorporating
tailored knowledge bases, proprietary datasets, and domain-
specific instructional design. Prominent examples include
Khanmigo [10], developed by Khan Academy, which serves
as an AI tutor and teaching assistant focused on personalized
mathematics and reading instruction. Similarly, Duolingo Max
[11] integrates AI to offer advanced conversational practice
and feedback, leveraging its vast language learning data. In the
Chinese EdTech landscape, platforms such as Rain Classroom
[12] and the Zhihai New Generation Artificial Intelligence
Education and Science Platform [12] provide structured tools
for classroom management, content delivery, and adaptive
testing. Meanwhile, dedicated homework assistance tools like
Answer AI [13], Question AI [14], Gauth [15], and Chegg
[16] offer rapid, step-by-step solutions and explanations across
various academic subjects, accelerating the study process.
For specialized domains, tools like the MashOn Intelligent
Programming Teaching and Learning Platform [17] integrate
AI to offer real-time code error correction and personalized
programming practice environments.
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A core feature of these specialized tools is their explicit
pedagogical design, which offers contextually relevant interac-
tion and leverage curriculum-aligned knowledge–a capability
largely absent in generic LLMs. While this self-contained
design ensures high fidelity to the intended learning outcomes
and efficient data utilization, it also introduces several limita-
tions. A primary drawback is the lack of interoperability across
different systems, creating fragmented learning experiences
where knowledge acquired in one platform cannot be seam-
lessly transferred to or integrated with another. Furthermore,
the specialized knowledge base of these tools constrain them
from possessing the comprehensive, general-world knowledge
of commercial LLMs, limiting their ability to answer broader,
interdisciplinary questions. Finally, many of these tools operate
as proprietary, closed systems. This status leaves them open to
criticism for opaque data practices, potential algorithmic bias,
and a tendency to narrow the curriculum by overemphasizing
quantifiable, testable skills.

C. API-Powered Custom Systems
An alternative to pre-packaged solutions involves develop-

ing custom AI tutors powered by the APIs of foundation mod-
els. Unlike proprietary, closed EdTech products, this approach
leverages foundation models via their APIs (e.g., OpenAI’s
GPT-4o, Anthropic’s Claude, or Google’s Gemini) to create
customized, domain-specific intelligent agents. This approach
appeals primarily to institutions, research teams, or developers
who require granular control over the user experience, data
governance, and instructional methodology.

These systems typically fulfill one of three primary roles:
Institutional Assistants: These are university-wide chatbots

deployed to answer frequently asked questions. An example
is Tsinghua University’s “Qing Xiaoda” [18], an AI assistant
developed using the university’s proprietary LLM. It handles
diverse student queries regarding campus life and academic
policies while ensuring data remains within the secure campus
network.

Curriculum-Specific Tutors: These agents are fine-tuned
on specific course materials, often using Retrieval-Augmented
Generation (RAG) [19] to ground responses in authoritative
sources like lecture notes and textbooks. The MIT Sloan
Course Bot [20] exemplifies this category. Integrated directly
into the Canvas Learning Management System (LMS) and
trained on course-specific data, it functions as a contextual
tutor and administrative assistant.

Simulated Practice Agents: These systems create high-
fidelity training environments for complex professional sce-
narios (e.g., medical diagnosis, legal negotiation). The AI’s
conversational flow is carefully constrained and directed by
predefined pedagogical goals. An example is the MIT Media
Lab’s NeuroChat [21], an experimental system that uses real-
time EEG data to infer student engagement and adapt its
responses, pointing toward future applications in cognitive
optimization and adaptive scenario-based training.

Utilizing API-powered custom agents presents a distinct set
of trade-offs. The primary advantage is institutional autonomy,
granting granular control over prompt design and RAG imple-
mentation to ensure alignment with curriculum and pedagogy.

Enterprise API tiers also offer enhanced data security and
privacy, addressing compliance concerns, alongside potential
cost efficiency and interoperability with existing infrastructure.

Conversely, these benefits incur significant development and
maintenance overhead, requiring dedicated technical expertise.
Crucially, these systems retain a fundamental dependency on
external LLM providers; changes to the underlying model’s
behavior or pricing can disrupt functionality. Finally, they
remain susceptible to task or goal drift, where interactions
may deviate from intended educational aims. This limitation
is inherent to the general-purpose foundation models they rely
upon, necessitating continuous oversight.

III. THE AI LEARNING COMPANION PLATFORM

The Department of Automation at Tsinghua University has
developed an AI Learning Companion platform to address the
gaps in current AI tutoring systems. Unlike general-purpose
large language models that provide broad but contextually
detached support, it is built to integrate with the departmental
curriculum, enabling coordinated learning experiences across
multiple courses while maintaining curriculum-specific peda-
gogical goals. In the following, we will discuss the challenges
we addressed and the design principles, show the overall
system architecture, explain our LLM engineering, and then
demonstrate its main user-facing functions.

A. Designing a Curriculum-Aware Educational Infrastructure

To transform the AI Learning Companion platform
from a generic retrieval-augmented generation chatbot to a
curriculum-aware educational infrastructure, we address the
following challenges in our design and deployment.

1) Challenge 1: Heterogeneous and Imperfect Teaching
Materials: University teaching materials are highly heteroge-
neous: scanned textbooks, annotated slides, mixed-language
documents, and visually rich presentations coexist within
a single course. These materials are often created without
machine readability in mind, posing significant obstacles to
uniform knowledge extraction and retrieval.

Our Solution: Asynchronous Multimodal Normalization
Pipeline. The AI Learning Companion platform treats docu-
ment preprocessing as an independent, resource-aware pipeline
rather than a synchronous prerequisite for interaction. Through
automated Optical Character Recognition (OCR) detection,
format-specific loaders, and asynchronous vectorization tasks
with progress feedback, the platform normalizes heteroge-
neous inputs into a unified semantic representation without
blocking user workflows. This design allows instructors to up-
load teaching materials “as-is,” while the platform incremen-
tally transforms them into structured, retrievable knowledge
artifacts. The result is a practical compromise between robust-
ness and usability, aligned with authentic teaching practices.

2) Challenge 2: Balancing Course-Specific Isolation and
Cross-Curricular Integration: A core challenge is to support
dozens of tightly coupled courses within a single department.
Unlike standalone tutoring, departmental curricula form an in-
tricate web: courses share foundational concepts, prerequisites,
and terminology, yet each has distinct depth, emphasis, and
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pedagogical goals. A naive aggregation of all materials would
blur these crucial boundaries, leading to misaligned responses
and conceptual drift.

Our Solution: Course-Scoped Knowledge Isolation with
Structured Connectivity. Our platform resolves this issue
through a dual-strategy architecture. First, we enforce strict
course-scoped isolation at the retrieval layer: document em-
beddings, vector indexes, and metadata are all partitioned by
course identifier, ensuring that every default query is grounded
solely in the context of the active course. Second, rather than
discarding cross-course relationships, we reintroduce them in
a controlled, explicit manner via a curriculum knowledge
graph [22]. Conceptual links (e.g., shared foundations such
as gradient descent) are modeled as graph relations and can
be selectively surfaced for recommendation or learning-path
planning. This design reconciles isolation with coherence,
enabling coordinated learning across the curriculum while
preventing uncontrolled knowledge leakage.

3) Challenge 3: LLM Hallucination and Black-box Re-
sponses: In academic settings, incorrect explanations or fab-
ricated facts are not merely inconvenient but pedagogically
harmful. However, conventional hallucination mitigation tech-
niques [23] often rely on post hoc verification or human
oversight, which are incompatible with real-time interactive tu-
toring at scale. Beyond technical correctness, effective learning
support depends on students’ willingness to trust and critically
engage with AI-generated guidance. Black-box responses,
even when accurate, risk encouraging passive acceptance.

Our Solution: Evidence-Centered, Transparent Medi-
ation. We elevate evidence traceability from an auxiliary
safeguard to a core interaction principle. All substantive re-
sponses must cite retrieved instructional materials with ex-
plicit markers; when retrieval confidence is low, the system
deliberately withholds or expresses uncertainty—prioritizing
epistemic reliability over answer completeness. This citation
mechanism is exposed to learners through clickable references,
turning technical grounding into a pedagogical feature that
promotes source verification.

The platform further ensures inspectability and pedagogic
alignment through citation-linked answers, knowledge-graph
visualizations, and “guide-on-the-side” prompting. Together,
these design choices frame the AI as a transparent mediator
rather than an authoritative oracle, integrating it into the
pedagogical framework of the curriculum while reinforcing
scaffolding, attribution, and learner autonomy.

B. System Architecture Overview
The overall architecture of the AI Learning Companion

platform follows a layered, modular design consisting of six
layers: (L1) a frontend application layer supporting multiple
deployment platforms, (L2) an API gateway layer providing
unified access control and request routing, (L3) a business
service layer implementing core tutoring and administrative
functions, (L4) an AI engine layer orchestrating language
models and retrieval-augmented generation, (L5) a model
service layer managing embeddings and knowledge synthesis,
and (L6) a data storage layer encompassing multiple spe-
cialized databases. Details of the system architecture and the

relationships between the layers are shown in Figure 1. This
multi-tiered approach enables clear separation of functional
responsibilities, facilitates independent scaling of components,
and supports both synchronous interactive features and asyn-
chronous batch processing tasks.

1) Frontend Application Layer: The frontend employs a
multi-platform strategy sharing a unified Vue 3 [24] and Vite
[25] technology stack. The Web Management Portal, built with
Element Plus [26], provides instructors with comprehensive
tools for curriculum design and knowledge graph visualization
via AntV G6 [27]. For students, the platform offers a H5
Mobile App (using Vant 4) and a WeChat Mini Program (via
uni-app), both optimized for touch interactions and responsive
rendering. State management is handled globally by Pinia [28],
while Axios [29] manages network requests. Performance
is optimized through lazy loading, code splitting, and Gzip
compression, ensuring fast load times across diverse devices.

2) API Gateway Layer: Built on FastAPI [30], the gate-
way acts as the unified entry point, managing cross-cutting
concerns to ensure security and stability. It implements JSON
Web Token (JWT)-based authentication with a dual-token
strategy (access and refresh) and enforces Role-Based Ac-
cess Control (RBAC) to restrict endpoint access. To prevent
abuse, the gateway utilizes Redis-backed token bucket rate
limiting, applying stricter quotas to resource-intensive LLM
operations. Additionally, it handles request routing, Cross-
Origin Resource Sharing (CORS) policies, and standardized
JSON error formatting, isolating backend logic from client-
side interface requirements.

3) Business Service Layer: This layer encapsulates core
domain logic into modular services. The Dialogue Service
manages student-AI interactions, retrieving conversation his-
tory and utilizing Server-Sent Events (SSE) for streaming re-
sponses. The Course Management Service handles curriculum
metadata and student analytics. The Quiz Generation Service
automates assessment creation by extracting text chunks and
prompting LLMs for structured output, which is then parsed
into JSON or exported as DOCX. The Resource Management
Service coordinates multimodal file uploads to object storage.
Finally, a Task Scheduling Service manages asynchronous
operations like vectorization using a dynamic worker pool that
auto-scales based on system memory utilization.

4) AI Engine Layer: Orchestrated by LangChain [31], the
AI Engine leverages a Retrieval-Augmented Generation [19]
pipeline, which employs a Knowledge Graph Builder and a
Vectorization Engine as its core sub-components to enhance
semantic accuracy and retrieval efficiency.

The Vectorization Engine adopts adaptive text splitters and
routes scanned PDFs to OCR engines for text extraction. Text
chunks are then converted into embedding vectors via the
Baidu Qianfan model and stored in FAISS [32] using inde-
pendent course-specific indexes to ensure curriculum isolation.
During retrieval, user queries are vectorized for similarity
searches, fetching the top-k (k=3) relevant document chunks
to ground responses in factual content.

The Knowledge Graph Builder uses Neo4j [33] to construct
semantic networks. It uses LLM-powered parallel processing
to extract key concepts and analyzes the strengths of inter-



5

Fig. 1: The six-layer architecture of the AI Learning Companion platform.

concept associations (on a 0.0–1.0 scale) to model relation-
ships between courses and knowledge points.

5) Model Service Layer: This layer provides specialized
AI capabilities via abstracted interfaces. It utilizes Baidu’s
Qianfan [34] model for high-fidelity Chinese text embeddings.
For generation, it integrates diverse LLMs: GPT-4o, GPT
5.2, Claude-Sonnet-4.5, DeepSeek-R1 and Kimi-K2.5. Among
them, GPT 5.2, Claude-Sonnet-4.5, DeepSeek-R1 and Kimi-
K2.5 are used for complex reasoning in chat, while Kimi-
K2 [35] is leveraged for long-context tasks like quiz gener-
ation. Compared to the GPT-4o base model with excellent
multimodal capabilities, deep reasoning models have greater
advantages in handling complex reasoning problems and math-
ematical questions. As technologies evolve, we will continue
incorporating more powerful models into the platform. A
tiered OCR strategy employs commercial APIs for complex
documents with open-source fallbacks (Tesseract [35]).

6) Data Storage Layer: The platform employs a polyglot
persistence strategy optimized for specific data types. Mon-
goDB [36] serves as the primary transactional store for user
profiles, course metadata, and logs. FAISS provides local,
high-performance vector similarity search for RAG retrieval.
Neo4j stores the curriculum knowledge graph, modeling con-
cepts as nodes and semantic links as edges to enable recom-
mendation algorithms. Redis functions as a high-speed cache
for sessions and a message broker for tracking asynchronous

task progress. Finally, Cloud Object Storage Service (OSS)
stores static assets, offloading bandwidth and enabling scalable
content delivery.

The above layered architecture is orchestrated to realize
three core pedagogical flows, each directly addressing one of
our foundational challenges.

Data Ingestion & Normalization (Addressing heteroge-
neous materials) To handle real-world teaching artifacts, in-
structors upload materials via the frontend (L1). The API
gateway (L2) routes the request to business services (L3),
which trigger the AI engine (L4) and model services (L5)
to perform OCR, text extraction, and multimodal embed-
ding—transforming unstructured inputs into structured, re-
trievable knowledge stored in specialized databases (L6).

Curriculum-Aware Knowledge Retrieval (Addressing
course isolation/integration) To respect curricular boundaries
while enabling conceptual connections, the AI engine (L4)
queries course-scoped vector indexes (managed by L5) and
the curriculum knowledge graph (in L6). This ensures retrieved
information is both isolated to the active course and enriched
by defined cross-curricular relationships.

Transparent Mediation & Interaction (Addressing hal-
lucination & black-box responses) To foster epistemic trust,
retrieved evidence is processed through prompt-engineering
and output-validation modules in the AI engine (L4). Business
services (L3) format this into a cited response, which is
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delivered via the API gateway (L2) to the frontend (L1),
rendering clickable references and visualizations that frame
the AI as a verifiable mediator.

C. Engineering the AI Learning Companion

The AI Learning Companion is designed as a controlled ed-
ucational agent [37] rather than an open-ended conversational
system. This design choice guides three integrated engineering
thrusts that address our core challenges.

1) Processing Heterogeneous Educational Materials at
Scale: To handle real-world teaching artifacts, we deploy:

Multimodal Content Processing Pipeline: The platform
creates course-specific instances—isolated digital environ-
ments tailored to individual courses—by accurately digitizing
diverse teaching materials (PDFs, PowerPoint slides, Word
documents, and Excel files). Image-based documents (e.g.,
scanned PDFs or handwritten notes) are routed through an
OCR engine (such as Baidu OCR or Tesseract) to extract text,
while embedded visual assets (e.g., diagrams in slides) are
extracted and stored separately in object storage (OSS). Cru-
cially, both the extracted text and images are co-embedded into
a unified multimodal vector space, aligning related concepts
across modalities for joint retrieval. This approach preserves
pedagogical context and enables the system to respond to
queries with relevant text, images, or both.

Orchestrated System Integration: The platform’s compo-
nents—from file upload to cited response—work as a cohe-
sive whole. This includes managing asynchronous ingestion
pipelines, maintaining course-aware context across services,
and providing observability for operational robustness.

2) Enforcing Curriculum-Aware Knowledge Boundaries:
To balance course-specific isolation with cross-curricular co-
herence, we architect:

Context Management & Knowledge Isolation: The plat-
form implements a sliding window mechanism that retains
only the most recent dialogue turns (typically the last five ex-
changes). This preserves short-term conversational coherence
while controlling token usage and computational cost.

In addition, strict course-level isolation is enforced to pre-
vent cross-domain knowledge contamination. Vector indexes
are segregated by course and document identifiers, and re-
trieval queries are scoped exclusively to the active course
scope. As a result, the model’s accessible “world knowledge”
is dynamically constrained to the subject matter under study.

RAG Augmented with a Curriculum Knowledge Graph:
Course documents are preprocessed into semantically coherent
text chunks and encoded as dense vector embeddings. At query
time, the student’s question is matched against the relevant
vector index, and only the top-ranked chunks are provided to
the model as contextual evidence. In addition, a curriculum
knowledge graph explicitly connects related concepts across
courses, enabling coordinated learning and guided review
while maintaining strict retrieval boundaries. This architecture
ensures that generated responses are derived from up-to-date,
instructor-curated content and enables the knowledge base to
be updated rapidly without model retraining.

3) Ensuring Epistemic Reliability & Pedagogical Trans-
parency: To combat hallucination and black-box responses,
we implement:

Prompt Engineering and Behavior Constraints: The
platform enforces strict system-level prompts that define both
epistemic and pedagogical boundaries.

First, the model is instructed to adopt a “Guide on the Side”
tutoring role, prioritizing explanation over speculation. As a
first step to address the LLM hallucination issue, responses are
explicitly grounded in the retrieved knowledge base. When
relevant evidence is unavailable, the model must acknowl-
edge uncertainty rather than fabricate an answer–prioritizing
correctness over completeness. Specifically, when no relevant
citation is retrieved from the knowledge base, the Learning
Companion will still provide an answer, but will indicate in
the response that this answer is not associated with knowledge
from the database and that hallucinations may exist.

Second, citation enforcement is mandated at the prompt
level. Each factual claim must be accompanied by a reference
to the corresponding source segment using a standardized
format (e.g., [[id]]). This anchors the output to verifiable
sources and enhances learner-facing transparency.

Finally, for structured tasks such as quiz or exercise gen-
eration, few-shot exemplars are embedded in the prompt to
enforce fixed output schemas (e.g., JSON). This design ensures
syntactic consistency and enables downstream programmatic
processing by the platform.

Controlled Inference & Output Validation: To ensure
stability and instructional consistency, model inference pa-
rameters are tuned for low-variance generation. Decoding
strategies prioritize determinism, reducing response fluctua-
tion across repeated queries. In addition, generated outputs
undergo lightweight rule-based validation. Responses that vi-
olate citation requirements, exceed structural constraints, or
reference out-of-scope content are automatically rejected and
regenerated for up to a fixed number of attempts. This hybrid
approach—combining probabilistic generation with determin-
istic checks—enhances overall system reliability.

4) Supporting Scalability and Real-Time Tutoring: The
chatbot is implemented as a stateless service within the broader
learning platform, with conversation history, vector indexes,
and document metadata managed by external components.
This modular design supports scalability and facilitates future
extensions, such as adding multimodal inputs or swapping
domain-specific models. To meet expectations for interactive
tutoring, the service delivers responses via streaming, which
reduces perceived latency and enables real-time feedback.

In summary, the primary contributions of the AI Learning
Companion platform do not lie in its use of LLMs or RAG
techniques, but in how these technologies are systematically
constrained and orchestrated to address curriculum specificity,
epistemic reliability, material heterogeneity, and large-scale
deployment realities. These design innovations distinguish the
platform from generic AI tutors and position it as a viable
infrastructure for curriculum-integrated, department-wide in-
telligent learning support.
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Fig. 2: Platform interface (web and mobile) showcasing the three user-facing functions: multimodal ingestion, intelligent Q&A,
and automated quiz generation.

D. User-Facing Functions Overview

Together, these engineering components deliver three pri-
mary user-facing functions: multi-modal ingestion & recog-
nition, retrieval-augmented intelligent Q&A, and automated
quiz generation. The platform provides a unified interface
accessible via both web (HTML5) and mobile (H5) clients.
Figure 2 demonstrates these functions.

The Multi-modal Ingestion and Recognition function
allows instructors to upload course materials “as-is” across 12
supported format, including PDFs, PowerPoint slides, Word
documents, or even image-based scans and handwritten notes.
The platform automatically processes these files, extracting
both text and embedded visual content (e.g., diagrams, charts)
and converting them into a searchable, multimodal knowledge
base aligned with the course.

The Intelligent Q&A with Citation Tracking module
serves as the primary student interface. When a student poses
a query—such as “What are the advantages of the ReLU
activation function?”—the system employs a RAG mecha-
nism, first retrieving the top-k relevant passages from the
course-scoped FAISS vector database. Unlike generic chatbots,
the platform is engineered for epistemic transparency: each
response includes explicit citation markers (e.g., [[id]]) that
link directly to the source material (e.g., “Lecture 2, Slide
14”). Students can click through to inspect the original context,
transforming the interaction from passive consumption into an
active, source-verifying learning habit.

The Automated Quiz Generation module assists instruc-
tors by creating pedagogically aligned assessments. Instructors
select target course materials (e.g., “Chapter 2: Convolu-
tional Neural Networks”) and specify parameters—question
type (multiple-choice, true/false, short-answer), difficulty, and
scope. Leveraging long-context models (e.g., Kimi-K2), the

system extracts key concepts, generates a structured quiz with
answer keys and detailed explanations, and exports it directly
to Word for classroom use. This workflow significantly reduces
instructor preparation time while ensuring quizzes remain
tightly coupled with course content.

IV. CASE STUDIES IN EFFECTIVENESS

A. Deployment and User Engagement Data

In the pre-AI, traditional classroom setting, we observed
recurring challenges across courses: students arrived with
highly heterogeneous academic backgrounds (different majors
and prior-knowledge stages); their questions often extended
beyond the core syllabus into prerequisite concepts and prac-
tical debugging; and limited teaching-assistant availability
prevented timely, individualized support.

Since its launch in Fall 2024, the AI Learning Companion
platform has achieved significant adoption. The pilot began
with 13 courses, expanding to an additional 23 courses in
2025. The platform now hosts a repository of 1,223 mul-
timodal teaching resources (images, text, videos, and docu-
ments) across 12 file formats, comprehensively covering the
department’s core curriculum.

Usage data reflects deep integration into student learn-
ing. We have recorded 1,365 student enrollments and 1,998
cumulative questions. Engagement remains robust, with an
average weekly activity rate consistently above 30% and a
peak of 82.1% in pilot courses during the last semester. In the
“Principles of Artificial Intelligence” course, students averaged
over 20 questions per day during final-exam preparation. One
highly active user demonstrated the platform’s capacity for
sustained engagement, logging 947 interactions in a single
week. Student feedback further confirms the platform’s utility:
the AI Learning Companion has been ranked the third most
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favored AI tool among students, following only DeepSeek and
ChatGPT.

We present three course case studies to demonstrate the
effectiveness of the AI Learning Companion Platform within
our undergraduate curriculum.

1) Signals and Systems: Signals and Systems is a core
course for students majoring in Electronics & Information
Engineering and Automation & Control Engineering, with an
annual enrollment of approximately 180 students.

In the Spring 2025 Semester, the instructor populated the
platform with slides, assignments, lab requirements, assign-
ment solutions, tutorial videos, lab projects, and technical
documentation. Students engaged actively, posing approxi-
mately 210 questions that spanned conceptual discussions,
assignment problem-solving, programming guidance for labs,
electronic-circuit analysis, and content summarization. A rep-
resentative example illustrates the platform’s capacity for
sustained, scaffolded dialogue. One student, after a lecture on
convolution, asked the AI to prove its scaling property. This
initiated an iterative exchange of about ten follow-up questions
probing specific proof steps, culminating in the student’s full
conceptual understanding.

The course’s dual nature—combining advanced mathemat-
ical theory with hands-on circuit analysis—poses a signif-
icant pedagogical challenge. Students often enter with het-
erogeneous backgrounds, many lacking prerequisites such as
Complex Variable Functions. The AI Learning Companion
addresses this diversity by delivering targeted mathematical
support and context-rich, adaptive explanations tailored to
individual queries, thereby bridging foundational gaps and
supporting varied learning trajectories.

2) Principles of Artificial Intelligence: It is a core course
for undergraduates majoring in Electronics & Information
Engineering and Automation & Control Engineering. During
the Fall 2024 semester, the course enrolled 100 students.

On September 14, 2024, course materials were uploaded
to the AI Learning Companion Platform, and a total of 8,861
questions had been submitted. These questions spanned a wide
range of AI-related topics, including problem-solving, logical
reasoning, and machine learning, with specific coverage of
concepts such as state space, search algorithms, computational
complexity, the resolution principle, knowledge representation,
regression, classification, neural networks, and reinforcement
learning. Student feedback highlighted one major advantage of
the AI Learning Companion Platform over general-purpose
models like ChatGPT and ChatGLM: its citation feature.
By linking answers directly to relevant course content, the
platform helps students connect concepts to the curriculum,
thereby deepening their understanding of the material.

3) Data Analysis and Health Monitoring for Satellites :
This is a technical elective for junior undergraduates, featuring
a combined lecture and laboratory format with about two-
thirds of the time dedicated to hands-on projects and labs.
The course focuses on satellite systems, integrating artificial
intelligence with on-orbit health monitoring. It guides students
from time-series data analysis to predictive maintenance, ap-
plying data-driven algorithms to real satellite datasets. The
typical enrollment is around 20 students.

Fig. 3: Examples demonstrating the AI Learning Companion
platform’s advantages over generic LLMs.

Post-course questionnaire data reveal high engagement and
satisfaction. 80.95% of students reported using the AI Learn-
ing Companion at least weekly. The 19 enrolled students gen-
erated 162 questions in total, with one particularly active stu-
dent posing 95 questions, reflecting both diverse demand and
deep individual engagement. Students primarily used the plat-
form for conceptual understanding of course content (100%),
programming problem-solving (76.19%), data-analysis and
modeling consultation (76.19%), homework discussion and
validation (61.90%), and literature-review support (61.90%).
Overall satisfaction was high: 76.19% reported being “sat-
isfied” or “very satisfied.” The most valued functions were:
rapid responses to basic questions (76.19%), code examples
and debugging support (71.43%), and assistance in expanding
data-analysis ideas (61.90%). This provides strong subjective
evidence that the AI Learning Companion played a positive
and supportive role in student learning.

Collectively, these case studies demonstrate that a
course-specific, fine-tuned AI tutor can serve as a scalable, re-
liable, and pedagogically meaningful supplement to traditional
instruction, particularly in data-intensive and project-driven
engineering education. Our work thus offers practical evidence
for the feasibility and educational value of integrating AI
teaching assistants into interdisciplinary STEM curricula.

B. Pedagogical Differentiation from Generic Chatbots

We demonstrate the pedagogical superiority of the AI Learn-
ing Companion over generic LLMs through three representa-
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tive examples from the “Principles of Artificial Intelligence”
course. Each example underscores a key differentiator: cross-
curricular knowledge association, citation-backed knowledge
tracing, and the low-confidence refusal policy. Examples of
the three representative cases are illustrated in the Figure 3.

1) Cross-Curricular Knowledge Association: The first key
advantage lies in the platform’s ability to explicitly model
conceptual overlaps across courses via the curriculum knowl-
edge graph, enabling responses that integrate interdisciplinary
foundations—addressing the “fragmented learning” challenge
of generic LLMs.

Student Query: “Why can CNN convolution kernels effec-
tively extract image features? Is there a connection between
this mechanism and knowledge from other courses?”

Platform Response Excerpt:
“The convolution kernel of a Convolutional Neural Network

(CNN) is capable of feature extraction, with its core principle
lying in capturing spatial or temporal patterns of input data
through local receptive fields, weight sharing, and hierarchical
abstraction. Below is an analysis of the key mechanisms
(integrated with signal processing principles):

• Local Receptive Fields and Spatial Correlation Princi-
ple: The convolution kernel slides over the input data
(e.g., images) and processes only local regions (e.g.,
3×3 pixels) at each step. This locality aligns with the
characteristics of natural signals (e.g., edges and textures
in images exhibit strong correlation within local regions).

• Signal Processing Perspective: Convolution operation is
essentially filtering in the time/spatial domain (refer to the
definition of convolution in Knowledge Base 1). For ex-
ample: Edge detection kernels (e.g., Sobel operators) are
equivalent to high-pass filters, extracting gradient changes
through differential operations (similar to the role of
band-pass filters, see the analysis of center frequency and
bandwidth of band-pass filters in Section 2). Smoothing
kernels (e.g., Gaussian kernels) act as low-pass filters,
suppressing noise while preserving the overall structure.”

Advantage Analysis: Unlike generic LLMs that offer iso-
lated explanations, the platform uses its curriculum knowledge
graph to explicitly bridge the courses Principles of Artificial
Intelligence and Signals and Systems. This guides students to
see knowledge as interconnected, fostering a coherent cog-
nitive framework—a direct realization of the “course-scoped
isolation with structured connectivity” principle introduced in
Section III-A2.

2) Citation-Backed Knowledge Tracing: To counter the
“epistemic unreliability” of generic LLMs, all substantive plat-
form responses are anchored to authoritative course materials
with explicit, clickable citation links, transforming black-box
outputs into transparent, verifiable explanations. As shown in
Figure 3, these interactive markers redirect students to the
exact source slides, delivering three critical values:

Hallucination mitigation: To address the LLM hallucina-
tion issue, responses are explicitly grounded in the retrieved
knowledge base. When relevant evidence is unavailable, the
model will acknowledge uncertainty after several attempts.

Pedagogical transparency: Students can trace every factual
claim to its source, fostering critical verification over passive
acceptance of AI-generated content.

Knowledge consolidation: Linking AI explanations to
original course materials reinforces the connection between
queries and curriculum, integrating external support into the
student’s own knowledge framework.

This design embodies the platform’s “evidence-centered,
transparent mediation” principle (Section III-A3), turning a
technical safeguard into a core pedagogical feature.

3) Curriculum-Grounded Response: When a query’s rel-
evance to the curriculum knowledge base falls below a
predefined threshold, the platform explicitly communicates
the limitation instead of speculating—prioritizing cognitive
reliability over answer completeness.

Student Query: “Between CNN convolution kernels and
Transformer modules, which is more advantageous for image
feature extraction?”

Platform Response Excerpt:
“General Technical Comparison (Not from Course Materi-

als): If analyzed from the general computer vision perspective:
Advantages of CNN: Computationally efficient, well-suited for
local feature extraction, and delivers stable performance...

Your question cannot obtain relevant references from the in-
formation in the course materials. Please adopt the answer with
caution. If further analysis of the advantages and disadvantages
of both in light field imaging is needed, it is recommended to
design experimental verification combined with specific tasks
(such as super-resolution, aberration correction).”

Advantage Analysis: This response avoids the common
pitfall of generic LLMs—fabricating plausible but ungrounded
content for unfamiliar topics. Instead, it provides transparent
retrieval feedback, clearly demarcating what is supported by
the curriculum and what lies beyond its scope. By explicitly
stating the knowledge gap and offering actionable self-study
guidance, the platform maintains epistemic trust with students
and directs them toward legitimate learning resources.

4) Summary: These representative scenarios demonstrate
the AI Learning Companion’s pedagogical differentiation from
generic chatbots. By integrating cross-curricular knowledge
through its curriculum graph, anchoring responses in verifiable
course materials, and transparently communicating its limita-
tions, the platform enhances learning efficiency while fostering
deep, reliable understanding—fulfilling its design goal of a
curriculum-aware, trustworthy educational assistant.

We would like to clarify that our current choice of a
conservative grounding framework is a deliberate first step to
address the hallucination issue, a foundational, high-reliability
layer upon which more adaptive methods can be built. We are
currently investigating and prototyping more nuanced methods
to identify and mitigate hallucinations, including the evaluation
of perplexity and entropy in model responses [38] and multi-
agent cross-verification frameworks [39].

Beyond technical reliability, for AI in education to be
effective, it must be adaptive and tailored to the learner’s
background and maturity. For graduate students who have
developed stronger critical thinking and independent judgment,
we can judiciously loosen constraints. This allows the LLM to
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leverage its broader knowledge, helping these students make
interdisciplinary connections and explore advanced syntheses.
Conversely, for undergraduates—especially those in introduc-
tory courses—the priority is to build a solid and accurate
conceptual foundation, which is essential for cultivating robust
critical thinking skills. Misinformation at this stage can hinder
the development of the very analytical and evaluative skills we
aim to teach. Therefore, a more guided approach, which en-
sures reliability before encouraging expansive critical thinking,
is appropriate. Our vision is for the AI Learning Companion
to dynamically adapt this balance based on the educational
context and the learner’s demonstrated maturity, a capability
we plan to implement incrementally.

However, even with these adaptations, it is difficult to
fully eliminate hallucination [40]. We believe this challenge
calls for an integrated solution. One critical layer is the
technical approaches adopted to minimize hallucination within
the current paradigm. Building upon this foundation is the
essential pedagogical layer, where we must actively educate
students about the inherent limitations of AI. This involves
integrating into our curriculum examples that illustrate how
LLMs (and humans) can err, thereby teaching students to
apply critical thinking and independent judgment rather than
accepting outputs without questioning. This educational imper-
ative underscores why AIs cannot replace human instructors;
instead, it reaffirms the critical role of educators in fostering
discernment and intellectual rigor in the AI era.

V. DISCUSSIONS AND FUTURE DIRECTIONS

Based on pilot implementations across multiple courses, we
find that the department-developed AI Learning Companion
offers distinct advantages over general-purpose large language
models in educational settings.

First, the AI Learning Companion enables person-
alized, 24/7 tutoring that bridges resource gaps. While
general-purpose LLMs can provide instant replies, their re-
sponses are often generic and poorly adapted to students’
diverse knowledge backgrounds and specific learning needs.
By deeply integrating course-specific materials, the Learn-
ing Companion delivers genuinely personalized instruction.
For example, in the Signals and Systems Analysis course,
it identifies underlying knowledge gaps—such as a lack
of background in Complex Variable Functions—and offers
targeted mathematical support along with multiple solution
approaches. Furthermore, its 24/7 availability compensates for
the limitations of traditional teaching models, such as finite TA
availability and fixed office hours, ensuring students receive
real-time support and enhancing both learning efficiency and
experience.

Second, the system couples deeply with the course
knowledge system to facilitate traceable, in-depth learn-
ing. Because it is embedded with a full suite of exclusive
course materials—including lecture slides, assignments, lab
guides, answer keys, and tutorial videos—the AI Learning
Companion’s responses are strictly constrained by this specific
curriculum. Crucially, the system also maps conceptual links
across related courses via a knowledge graph, enabling it

to situate answers within a broader curricular progression.
This means responses are not generic “standard answers”
but traceable instructional content that students can verify
against specific source materials and expand through explicit
inter-course connections. Student feedback highlights this ci-
tation function as a major strength, helping learners directly
integrate AI explanations into their coursework and avoid the
disconnection typical of generic tools.

Finally, and most importantly, the AI Learning Compan-
ion can be integrated into the teaching-management loop
to enable data-driven, precise intervention. As an organic
component of the instructional ecosystem, it equips instructors
with unprecedented insight. The system allows teachers to
access real-time statistics on student queries, enabling them to
identify common difficulties, frequent errors, and individual
learning patterns. This data-driven visibility supports the ad-
justment of teaching strategies and the optimization of course
content. Looking ahead, planned development will allow in-
structors to dynamically add high-quality answers to typical
student questions into the Learning Companion’s knowledge
base, fostering a continuously evolving repository of teaching
resources co-constructed by instructors and students.

While the platform shows promise, several challenges re-
main. Currently, the AI Learning Companion is primarily ef-
fective in lecture-based courses; its application to experimental
or lab-based teaching contexts presents unresolved difficulties.
Current large language models lack the ability to ground
semantic understanding in physical reality, limiting their effec-
tiveness in scenarios requiring close integration of operation
and observation. For instance, in digital circuit experiments,
the AI Learning Companion cannot directly “see” oscilloscope
waveforms or physical circuit connections. Consequently, it
can only offer generalized troubleshooting lists based on tex-
tual patterns, unable to provide precise, actionable diagnostics
for specific issues like waveform distortion, timing glitches,
or wiring errors. This renders it ineffective during debug
phases that require accurate fault localization. A key future
breakthrough will involve integrating multimodal large models
capable of directly perceiving and interpreting multimodal
physical signals and real-time system states. This will shift
experimental teaching support from generic text-based advice
to collaborative, physics-aware debugging.

More fundamentally, there is an even more important—and
challenging—educational imperative: to move from merely
delivering knowledge to actively cultivating problem-solving
abilities, and to teach students to be responsible of the in-
formation they use, the tools they employ, and the outcomes
they generate. In the AI era, this mission is transformed into
a human-AI collaborative experience. AI facilitates learning
by offering 24/7 access to information and scaffolded support,
thereby amplifying the human capacity for deep synthesis, crit-
ical judgment, and purposeful creation. Correspondingly, the
instructor’s role evolves toward providing direction, discern-
ment, ethical framing, and the drive for meaning—the higher-
order thinking that defines expertise and wisdom. Achieving
this requires a holistic redesign of the learning ecosystem. The
following are illustrative examples of the core principles.

On AI tutor design: The AI should be architected not as
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an answer engine, but as a Socratic dialogue partner and
metacognitive coach. This involves implementing scaffolded
dialogue protocols with reflective pauses instead of giving full
answer at the first request; building knowledge structures via
dynamic concept mapping; cultivating critical evaluation of the
AI itself via uncertainty modeling and source transparency;
and encouraging productive struggle by rewarding process
over mere correctness.

On the human instructor’s role: The instructor should mo-
tivate students by connecting learning to meaningful purpose
and real-world impact. They should bridge the critical gap
between the clean theoretical models and the constrained, non-
ideal reality of physical systems and professional practice.
They should design tasks where AI is embedded as a step
in the learning process, not a shortcut to the final answer.
They should teach students to critically evaluate and ethically
employ AI-generated content.

In summary, in this AI era, we need to shift our focus
from building tools that help students acquire knowledge to
designing systems that provoke inquiry, model expert rea-
soning, and immerse students in the process of discovery.
This calls for a thoughtful redesign of teaching—in content,
method, and structure—to transform education from a series of
disconnected classes into a dynamic, integrated journey dedi-
cated to cultivating thoughtful, engaged, and capable thinkers.
Central to this redesign is a synergistic partnership where AI
amplifies the student’s capacity for systematic thinking, while
the human instructor ensures this capacity is directed with
wisdom, responsibility, and professional judgment.

VI. CONCLUSIONS

The integration of AI into higher education requires the
careful engineering of curriculum-aware, reliable, and ped-
agogically aligned systems. This paper presents the design,
implementation, and evaluation of the AI Learning Compan-
ion, a platform developed in the Department of Automation at
Tsinghua University. The system supports 12 file formats, en-
forces a dual strategy of strict per-course knowledge scope and
structured cross-course connectivity, and prioritizes correct-
ness and traceability via mandated citation-backed responses
and a null-answer policy for low-confidence retrievals. Pilot
deployments across 36 courses demonstrate that it successfully
provides personalized, 24/7 support to students while giving
instructors unprecedented visibility into learning patterns and
common difficulties. We also identify several remaining chal-
lenges that require further exploration. By sharing this work,
we hope to advance the broader discourse on creating AI-
enhanced learning environments that are responsible, peda-
gogically sound, and scalable.

REFERENCES

[1] OpenAI, “Chatgpt,” https://chatgpt.com/, 2025.
[2] G. DeepMind, “Google gemini,” https://ai.google/, 2025.
[3] Anthropic, “Claude,” https://claude.ai, 2025.
[4] Microsoft, “Microsoft copilot,” https://copilot.microsoft.com, 2025.
[5] Z. AI, “Chatglm,” https://chatglm.cn, 2025.
[6] A. D. Academy, “Qwen,” https://chat.qwen.ai/, 2025.
[7] Baidu, “Ernie bot,” https://yiyan.baidu.com, 2025.
[8] iFLYTEK, “Sparkdesk,” https://xinghuo.xfyun.cn, 2025.

[9] D. AI, “Deepseek,” https://www.deepseek.com, 2025.
[10] K. Academy, “Khanmigo,” https://www.khanmigo.ai/, 2025.
[11] Duolingo, “Duolingo max,” https://openai.com/index/duolingo/, 2025.
[12] T. University, “Rain classroom,” https://www.yuketang.cn/en, 2025.
[13] Answer AI, “Answer ai,” https://answerai.pro/, 2025.
[14] Question AI, “Question ai,” https://www.questionai.com/, 2025.
[15] Gauth, “Gauthmath,” https://www.gauthmath.com/, 2025.
[16] Chegg, “Chegg study,” https://www.chegg.com/study, 2025.
[17] Beijing University of Posts and Telecommunications, “Mashon

intelligent programming teaching and learning platform,”
https://ezcoding.bupt.edu.cn/, 2025.

[18] Tsinghua University, “Qing xiaoda,”
https://learning.tsinghua.edu.cn/info/1274/2022.htm, 2024.

[19] P. Lewis, E. Perez, A. Piktus et al., “Retrieval-augmented generation
for knowledge-intensive nlp tasks,” Advances in Neural Information
Processing Systems (NeurIPS), vol. 33, pp. 9459–9474, 2020.

[20] Massachusetts Institute of Technology (MIT) Sloan School of Manage-
ment, “Tool overview: Course bot (beta),” https://mitsloan.mit.edu/news-
articles/mit-sloan-course-bot-ai-powered-teaching-assistant, 2025.

[21] D. Baradari, N. Kosmyna, O. Petrov, R. Kaplun, and P. Maes,
“Neurochat: A neuroadaptive ai chatbot for customizing learning
experiences,” in Proceedings of the 7th ACM Conference on
Conversational User Interfaces. ACM, Jul. 2025, p. 1–21. [Online].
Available: http://dx.doi.org/10.1145/3719160.3736623

[22] C. Peng, F. Xia, M. Naseriparsa, and F. Osborne, “Knowledge graphs:
Opportunities and challenges,” Artificial intelligence review, vol. 56,
no. 11, pp. 13 071–13 102, 2023.

[23] Z. Ji, N. Lee, R. Frieske, T. Yu, D. Su, Y. Xu, E. Ishii, Y. J. Bang,
A. Madotto, and P. Fung, “Survey of hallucination in natural language
generation,” ACM computing surveys, vol. 55, no. 12, pp. 1–38, 2023.

[24] Vue, “Vue,” https://vuejs.org/, 2025.
[25] Vite, “Vite,” https://vite.dev/, 2025.
[26] Element-Plus, “Element-plus,” https://element-plus.org/, 2025.
[27] Antv, “Antv,” https://g6.antv.antgroup.com/, 2025.
[28] Pinia, “Pinia,” https://pinia.vuejs.org/, 2025.
[29] Axios, “Axios,” https://axios-http.com/, 2025.
[30] FastAPI, “Fastapi,” https://fastapi.tiangolo.com/, 2025.
[31] LangChain, “Langchain: Building applications with llms,”

https://www.langchain.com, 2023.
[32] J. Johnson, M. Douze, and H. Jégou, “Billion-scale similarity search

with gpus,” IEEE Transactions on Big Data, vol. 7, no. 3, pp. 535–547,
2019.

[33] Neo4j, “Neo4j,” https://neo4j.com/, 2025.
[34] Qianfan, “Qianfan,” https://cloud.baidu.com/, 2025.
[35] Tesseract-OCR, “Tesseract-ocr,” https://tesseract-ocr.com/, 2025.
[36] Mongodb, “Mongodb,” https://www.mongodb.com/, 2025.
[37] R. Bommasani, “On the opportunities and risks of foundation models,”

arXiv preprint arXiv:2108.07258, 2021.
[38] S. Wang, L. Yu, C. Gao, C. Zheng, S. Liu, R. Lu, K. Dang, X.-

H. Chen, J. Yang, Z. Zhang, Y. L. Liu, A. Yang, A. Zhao, Y. Yue,
S. Song, B. Yu, G. Huang, and J. Lin, “Beyond the 80/20 rule:
High-entropy minority tokens drive effective reinforcement learning for
llm reasoning,” Advances in Neural Information Processing Systems
(NeurIPS), 2025.

[39] Y. Huang and L. F. Yang, “Winning gold at imo 2025 with a model-
agnostic verification-and-refinement pipeline,” Advances in Neural In-
formation Processing Systems (NeurIPS) Workshop: Math-AI, 2025.

[40] A. T. Kalai, O. Nachum, S. S. Vempala, and E. Zhang, “Why language
models hallucinate,” arXiv preprint arXiv:2509.04664, 2025.


	titlepage
	main

