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Towards Robust Deep Reinforcement Learning
against Environmental State Perturbation

Chenxu Wang, Bang You, and Huaping Liu

Abstract—Adversarial attacks and robustness in Deep Re-
inforcement Learning (DRL) have been widely studied in
various threat models; however, few consider environmental
state perturbations, which are natural in embodied scenarios.
To improve the robustness of DRL agents, we formulate
the problem of environmental state perturbation, introducing
a preliminary non-targeted attack method as a calibration
adversary, and then propose a defense framework, named
Boosted Adversarial Training (BAT), which first tunes the
agents via supervised learning to avoid catastrophic failure
and subsequently adversarially trains the agent with reinforce-
ment learning. Extensive experimental results substantiate the
vulnerability of mainstream agents under environmental state
perturbations and the effectiveness of our proposed attack.
The defense results demonstrate that while existing robust
reinforcement learning algorithms may not be suitable, our
BAT framework can significantly enhance the robustness of
agents against environmental state perturbations across various
situations.

Index Terms—Deep Reinforcement Learning, Robust Rein-
forcement Learning, Environmental Robustness, State Pertur-
bation, Adversarial Attack

I. Introduction
The safety and robustness of Deep Reinforcement

Learning (DRL) have been receiving increasing attention
and have been studied in various domains, such as per-
turbation on the observation [1], [2], [3], [4] or the action
[5], data poisoning [6], [7], adversarial policies [8], and
multi-agent reinforcement learning [9], [10].

However, few works focus on the environmental ro-
bustness of the agent, which may be crucial for further
applying DRL to robotic applications. In application,
robots may be deployed in various environments that are
different from the training one, with either unconscious or
even malicious perturbations, such as placing or moving
task-irrelevant objects. Most existing robust DRL studies
target observation-level, action-level, or dynamics-level
perturbations [1], [2], [3], [4], [5], [11], [12], and even
initial-state interdiction [13] does not explicitly consider
semantically constrained, reachable perturbations to the
initial environmental state. As exemplified in Figure 1,
we recognize the environmental state perturbations as
different from the traditional state perturbations in three
characteristics: (1) The perturbations are only exerted
onto the environmental state with semantic restriction,
instead of the whole state space under Lp-norm restriction.
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Fig. 1: An illustration of environmental state perturbation,
where the arrangement of objects is changed. The pertur-
bations, such as object movements, are assumed to be
feasible under the domain constraints. While deliberately
designed perturbations may incapacitate vulnerable DRL
agents, robust agents are expected to defend against those
perturbations.

(2) The perturbations are static and only exerted on the
initial state. (3) In consideration of real-world applica-
tions, the perturbed state should also be reachable from
the standard initial state. The constraints are motivated
by embodied applications and are instantiated by the
semantic and reachability rules of each environment.

As a first step toward studying the environmental state
perturbation, we first design a non-targeted approximate
white-box attack algorithm for both testing the existence
of the vulnerability and serving as an adversary to examine
the robustness of DRL agents. Then we propose a two-
phase defense framework, which first kick-starts the agent
via elaborated supervised learning, and subsequently fine-
tunes the agent in the environment with generated adver-
sarial initial states, namely Boosted Adversarial Training
(BAT).

We preliminarily inspect the environmental state per-
turbations and conduct both the attack and the defense
experiments in a cooking game, Overcooked [14], which
has been found as a testbed for human-robot collaboration
and collaborative DRL agents [15], [16], [17], [18]. Since
the game simulates the interactions between agents and
the environment, it is also applicable for the study of
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environmental perturbation, where the characters can be
controlled by the same agent to meet the general DRL
setting.

Experimental results show that our attack can signif-
icantly reduce the rewards of mainstream DRL agents,
which substantiates the existence of environmental attacks
and reveals the vulnerability of mainstream DRL agents
under environmental state perturbations. On the other
hand, our BAT can greatly improve the robustness of
DRL agents against such perturbations and even boost
their performance in the pristine environment, clearly
outperforming existing methods and the baselines.

The main contributions of this paper are:
• We introduce the environmental state perturbation, a

novel threat model where the saboteur perturbs the
initial environmental state within the reachable set
regarding the standard environment.

• We formulate the attack problem and design an
effective attack method that performs non-targeted
attacks on policy-based agents.

• We design the BAT framework, which includes a
supervised kick-starting stage and a fine-tuning stage
to enhance the robustness of agents to environmental
perturbations.

• We conduct systematic experiments for both attack
and defense. The attack results show that the current
DRL agents are vulnerable to environmental per-
turbations and their capabilities can be significantly
decreased by our attack. The defense results show
that our defense framework can effectively improve
the resistance of the agents and outperform the
baselines by a large margin.

In summary, our work takes a first step toward studying
environmental perturbations and may enlighten future
DRL research.

II. Related Work
A. Adversarial attacks in DRL

As a hot research topic, the adversarial vulnerability of
DRL has been widely discussed. Inspired by the success
of adversarial examples in Deep Neural Networks [19],
[20], researchers find that DRL is also vulnerable to small
perturbations on inputs [21]. [22] proposed a black box
attack on Deep Q-networks (DQN) and validated the
transferability of such an attack. By exploiting the char-
acteristic of DRL, [23] further proposed a strategically-
timed attack to attack the agent at critical moments and
an enchanting attack to induce the agent to a certain
state. [24] proposed a model-based attack and extended
the attacks into continuous domains. Universal adversarial
perturbations that are static and agnostic to states are also
studied to be powerful and efficient [25]. [26] noticed the
importance of the physical availability of the attack and
presented an algorithm to generate a static perturbation
that can perform targeted attacks. Besides attacking the
observations, [11] successfully attacked the agents by
disturbing the dynamics of the environment. [27] studied

various methods to improve the feasibility of attacks
for application in reality and applied adversarial attacks
to physical robots. [9] performed adversarial attacks in
cooperative multi-agent reinforcement learning (c-MARL)
with a two-step attack that carefully deals with the
characteristics of c-MARL. Similarly, [10] comprehensively
tested the robustness of c-MARL agents by attacking the
state, action, and reward. Beyond defeating the agent,
adversarial methods can also be used for evaluating the
agents as a way to find the worst case [28].

However, most existing attacks use the threat model
that perturbs the observation of the victim agent and con-
strains the perturbation by the Lp-norm, which requires
real-time access to the agent. Although previous works
have shown the effectiveness of perturbing the environ-
ment [11] and the initial state [13], they do not aim at fea-
sible environmental attacks. Starting from feasibility, our
threat model restricts the environmental perturbations to
be static and reachable in the original environment, which
also makes the attack perceptually covert. Besides, the
perturbations may also appear unintentionally due to the
gap between the training environment and the production
environment; thus, the attacks can also be regarded as an
evaluation of the robustness of agents.

B. Robust DRL
Since the vulnerability of DRL has become a wide

concern, studying and improving the robustness of DRL
has become another spotlight topic. [29] proposed RARL,
which redefines the task as a zero-sum minimax prob-
lem and jointly trains a protagonist and an adversary.
Similarly, training with an adversary embedded in envi-
ronments has also been proven useful [30]. Methods that
optimize the agent against adversarial perturbations at the
training stage have also been shown to be effective, such
as SA-MDP [1], RADIAL [2], and WocaR [4]. Another
perspective is detecting attacks and defending actively
[25]. Besides, [31] introduced an adversarial curriculum
learning framework to boost the robustness of agents.
Other than perturbations on observations, [11] shows that
training in environments with adversarial dynamics can
also benefit the agent. RS-DQN [32] utilizes distillation to
train a student DQN along with a standard DQN, thereby
improving the robustness of the DQN. There are also
works aiming to provide a guarantee or certification that
the policy would not fail catastrophically when attacked by
little perturbations [33], [34]. However, all the mentioned
algorithms are designed under different threat models from
ours, thus making it hard to resist our attack. To the
best of our knowledge, no existing robust reinforcement
learning algorithm is targeted at defending the environ-
mental perturbations on the initial states. Recent robust
DRL methods further improve training or certification
under their own norm-bounded threat models [31], [4],
[3]; however, they are not direct quantitative baselines for
our setting unless their perturbation space is redefined
over feasible environmental states.
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III. Preliminaries
We concentrate on the embodied domain, where there

exists an avatar of the agent in the environment, naturally
splitting the state space into the agent state and the
environmental state. We define such an embodied MDP
as a tuple < Sa,Se,A, P,R >, where Sa is the space of
agent states, Se is the space of environmental states, A is
the action space, P : Sa×Se×A×Sa×Se 7→ [0, 1] is the
transition dynamic, R : Sa ×Se ×A 7→ R is a real-valued
reward function. For convenience, the joint state space is
denoted as S = Sa × Se.

We aim to improve DRL-based agents, where each
agent is assumed to associate with a policy π. For
ease of expression, we introduce the notion πopt as a
deterministic version of π, and denote a∗ = πopt(s

a, se) =
argmaxa∈A π(a|sa, se) as the deterministic action output,
where sa ∈ Sa is the agent state, and se ∈ Se is the
environmental state. During the reinforcement learning
process, a policy π is trained to maximize the expected
reward ρ(π, sa0 , s

e
0) = Eτ

∑
t R(sat , s

e
t , at), where τ is the

trajectory sampled following agent policy π under the
initial agent state sa0 and the initial environmental state
se0, and t stands for the time step.

Before formulating the problem, we clarify our terminol-
ogy. An environmental state perturbation (or disturbance)
denotes any feasible change to the initial environmental
state under the semantic and reachability constraints,
irrespective of intent. An environmental attack is the
special case in which the perturbation is deliberately
selected from the same feasible set to reduce the agent’s
expected return. Hence, randomly sampled perturbations
model non-adversarial environment mismatch, whereas
attacks model the worst-case selection within the feasible
set; the two share the same feasible set and differ only in
how the perturbation is chosen.

The attack problem aims to find out an initial envi-
ronmental state ŝe0 that minimizes the expected reward,
formulated as:

min
ŝe0∈Ŝe

ρ(π, sa0 , ŝ
e
0), (1)

s.t. D(se0, ŝe0) ≤ ϵ.

Where D is a function that measures the semantic distance
between states and ϵ is the threshold. It is noteworthy that
D may not be a conventional distance metric on the obser-
vation space such as Lp-norm, but a semantic metric that
is specified by the experiment domain instead. Similarly,
the defense problem is defined as training a robust agent
against the environmental state perturbations, which is a
corresponding max-min problem, formulated as:

max
π

min
ŝe0∈Ŝe

ρ(π, sa0 , ŝ
e
0), (2)

s.t. D(se0, ŝe0) ≤ ϵ.

However, estimating the reward ρ through repeated
environment rollouts can become costly as the feasible
perturbation set grows. Therefore, we design an attack

algorithm with an alternative objective function as an
approximate solution and then develop a defense algo-
rithm to train robust agents, both will be introduced in
Section IV.

Before diving into the algorithms, we make a perturba-
tion invariance assumption as follows:

Assumption 1: Let set denote the states in trajectories
collected following policy π under the standard setting and
ŝet denotes those under the perturbed initial environmental
state ŝe0, then for successful attacks where ρ(π, sa0 , ŝ

e
0) �

ρ(π, sa0 , s
e
0), we assume |ŝet − set | ≥ |ŝe0 − se0|.

Assumption 1 models persistent state differences following
an initial perturbation. This assumption may fail when
the initial perturbations are removed during an episode.
Such an intuition is utilized in both our attack and
the defense. Besides, our defense algorithm assumes the
policy using the Softmax function to map the outputs
into action probabilities, nevertheless, its framework can
be generalized to other policy architectures.

IV. Methodology
This section introduces our approach for training robust

DRL agents against environmental state perturbation as
illustrated in Figure 2, including an approximate attack
algorithm for both calibrating the robustness of DRL
agent and providing adversarial examples, followed by
our BAT framework for improving the robustness of DRL
agents utilizing the generated adversarial environmental
states.

A. Attacks
Similar to previous works, we generate adversarial

examples against trajectories collected from the original
environment, keeping the computational efficiency while
accepting the approximation of ignoring the possible chain
reaction caused by the perturbations. We observe that
environmental perturbations would cause more capability
generalization failure rather than goal misgeneralization
introduced by [35] and seldom interfere with the original
trajectories of agents. Therefore, we aim to perform a non-
targeted attack that induces the agent to deviate from
its original actions and define the objective of our attack
algorithm as:

max
ŝe0∈Ŝe

− Eτ

[
π(a∗t |sat , ŝet )

]
, (3)

s.t. D(se0, ŝe0) ≤ ϵ.

where τ denotes the trajectory, a∗t = πopt(s
a
t , s

e
t ) is the

highest-probability action under π, ŝet is the estimated
environmental state after perturbations, and ϵ is the
limitation of the perturbation distance.

To further reduce the computational cost and reduce the
number of policy-network evaluations, we approximately
compute the significance of perturbation with the first-
order derivation to avoid tremendous calls of the policy
network. Then, with collected trajectories τ , we have
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Fig. 2: An illustration of the entire procedure of our BAT framework, which utilizes adversarial perturbations for
adaptive defense.

a computationally acceptable function to estimate the
attack effectiveness given an adversarial state ŝe0:

J(ŝe0) =
∑

(sat ,s
e
t ,a

∗
t )∈τ

[
∂π(a∗t |sat , set )

∂set
(se0 − ŝe0)

]
. (4)

Here, the initial state difference ŝe0 − se0 is reused along
the nominal trajectory to construct the first-order score.
This fixed-vector approximation is an additional modeling
choice, separate from the distance condition in Assump-
tion 1.

The optimization of Equation (4) highly depends on the
environment. For environments with a discrete state space,
gradient-based optimization may not be applicable. Gen-
erally, the problem can be solved via generic algorithms by
taking the J(ŝe0) in Equation (4) as the fitness function
and let Se be the search space, while the solution may
be further simplified regarding the characteristics of the
environment as specified in Section V-A. From the insight
that out-of-distribution perturbations incapacitate agents,
we filter out perturbations that have been observed in the
collected trajectories over a frequency threshold pfreq.

B. Defenses
As the results will be discussed later in Section V,

the existing DRL agents expose their vulnerability to
environmental attacks, which necessitates the study of
robust training algorithms. A straightforward idea is
adversarial training, i.e., to fine-tune the DRL agents
on the adversarial initial states. However, this may not
practically work when the agents are severely disabled
by the attacks, since the reinforcement learning process
requires learning from trajectories with rewards, while
the agent may fail to get any rewards in such cases and
consequently fail the adversarial training. To address such
a problem, we introduce our BAT framework as shown
in Figure 2, which first utilizes supervised learning in
a teacher-forcing way as a kick-starting and then fine-
tunes the agent with reinforcement learning under a mixed
distribution of initial states.

The kick-starting stage aims to avoid the catastrophic
failure caused by the environmental attack, where we
train a start policy πs that maintains a fundamental
capability in the perturbed environments. Carrying on
the insight that environmental perturbations have limited
direct influence on the agent, we force the πs to act in the
perturbed environments similarly to the pristine one.

In this paper, we conduct a case study on the actor-
critic policy, which is a relatively complicated case, and the
method can be generalized to value-based or policy-based
algorithms. Typically, in the case of actor-critic, the policy
π computes the actions, while a critic V : Sa × Se 7→ R
estimates the value of states, while they may share some
parameters.

We hope the new policy πs can keep the learned skills
in the pristine environment; therefore, we constrain the
agent close to its original version by using the following
loss functions:

Lo = Es∼τ

[
KL

(
π(· | sa, se) ‖πs(· | sa, se)

)
+
∣∣V (sa, se)− Vs(s

a, se)
∣∣], (5)

where KL stands for the Kullback–Leibler divergence,
Vs is the new value function.

We also expect the agent’s behaviors in the perturbed
environments to be similar to those in the original envi-
ronment, as a feasible start for fine-tuning. However, the
outputs are not necessarily the same, which may make the
agent simply ignore the environmental changes. Inspired
by the Knowledge Distillation [36], [37], we set a higher
temperature T for the Softmax function of the policy to
acquire such labels for supervised learning. The policy
with temperature T is defined as:

πT (a|·) =
[

eza/T∑
a∈A eza/T

]
, (6)

where z ∈ R|A| is the output of the last layer. The
original policy π is a special case where T = 1. Similarly,
the values of disturbed states are expected to be close
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to the original ones, while not forced to be the same.
Therefore, we loosen the L1 loss of value function to
achieve this purpose. The loss function on the disturbed
data can be written as:

Lp = Es∼τ

[
KL

(
πT (· | sa, se) ‖πs(· | sa, ŝe)

)
+max

(∣∣V (sa, se)− Vs(s
a, ŝe)

∣∣
− α

∣∣V (sa, se)
∣∣, 0)], (7)

where ŝ denotes the estimated perturbed state, α is
a hyperparameter that controls the proximity threshold
between the original values and disturbed ones. The loss
terms above are then combined as L = Lo + βLp, where
β is a hyperparameter that controls the weights of each
part. We then minimize loss L via supervised learning to
get the πs. In our practice, the perturbed initial states
include adversarial initial states generated by the attack
algorithm and random states in the feasible set. Unlike
the popular practice in knowledge distillation and student
networks, our fine-tuning starts from the trained policy.
The supervised learning phase initializes the policy for
subsequent reinforcement-learning fine-tuning.

We then fine-tune the policy πs in the environment
with a distribution of initial environmental states Se

0 via
reinforcement learning algorithms, where the objective can
be described as:

max
π

Ese0∼Se
0
[ρ(π, sa0 , s

e
0)] . (8)

Typically, the initial state distribution Se
0 consists of

the original initial state and the perturbed initial states
used in kick-starting.

V. Experiments
A. Testing environment

Though environmental perturbations may be ubiquitous
in the real world, it is hard to model in simulations
or games. The mainstream benchmarks for RL may not
explicitly incorporate the interaction between agents and
the environment, e.g., Mujoco [38] and ProcGen [39].
Therefore, we test DRL algorithms and all our methods in
the Overcooked environment [14], which has an interaction
mechanism and was originally developed as a cooperative
environment for studying multi-agent collaboration and
human-AI collaboration. To fit the general single-agent
DRL setting, the environment is used in self-play mode,
i.e., a single agent controls the two characters. Agents are
trained to cook soup and serve it at certain locations.
Typically, the agent needs to: put onions into a pot to
make soup; dish out the soup once it is ready; and deliver
it to a serving location. The action space of each character
includes 6 actions: wait, move{up, down, left, right}, and
interact. The agent can interact with environments, such
as putting or taking objects to or from counters. Our
experiments cover 6 layouts as shown in Figure 3, which
are of various difficulties so that the effectiveness of
algorithms can be tested across multiple layouts within
this domain.

Since all the counters are empty in the standard
initial state, the removal or movement of an object is
not applicable in our experiments, leaving the following
possible categories of unit perturbation:

1) Putting an onion on a reachable empty counter;
2) Putting a dish on a reachable empty counter;
3) Putting one or two onions in an empty pot.

The perturbation distance between environmental states
D(se, ŝe) is defined as the minimal number of unit pertur-
bations to transform s into ŝ. In this implementation, each
modified counter or pot counts as one unit. Perturbations
are applied before an episode, leaving the layout geometry
and the initial agent states unchanged; the simulator then
evolves normally.

The Overcooked simulator provides a lossless input in
the space R26∗w∗h corresponding to the state, where w
and h are the width and height of the layout. Fortunately,
each unit perturbation listed above independently exerts
influence on the observation. Therefore, we enumerate
feasible combinations of unit perturbations within the
budget and rank their combined observation differences
using Equation (4).

B. Attack
1) Experimental setup: We conduct attack experiments

on two popular DRL agents, Self-Play (SP) and Fictitious
Co-play (FCP) [15]. In SP, the policy controls the two
agents at the same time and is optimized with the joint
trajectories. FCP is a strong algorithm designed for zero-
shot coordination and human-AI collaboration, which
trains the agent with a diversified group of pre-trained
partners. For FCP, we independently train 4 partners
to form the partner pool and select 3 checkpoints with
different levels of abilities for each partner. All agents are
trained with the PPO algorithm [40] for 107 environment
steps and have the same network architecture as in [14].
For both DRL algorithms, we train 5 independent agents.

To evaluate our attack algorithm, we take the following
methods into comparison as baselines:

• Random. The adversarial initial states are randomly
selected from the feasible set.

• RandomF . Randomly selected adversarial initial
states after filtering out the perturbations that have
appeared in the collected trajectories over a certain
frequency. The setting of pfreq is the same as our
attack algorithm.

• Attack with transfer. To evaluate the transferability
of our attack, we test the performance of agents with
perturbations generated by attacking other agents.

For all attacks, the perturbation limitation ϵ is set
to 3. The number of output adversarial initial states
k of our attack algorithm is set to 10. To reduce the
randomness, the k of the random baselines was set to
40. For the evaluation of transferability, we use all the 40
adversarial initial states generated by attacking the other 4
agents. For each adversarial initial state, we run 100 games
with 800 environment steps per game. For each layout
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Fig. 3: Illustration of the icons and layouts in the Overcooked environment.
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Fig. 5: Environmental state perturbations generated by all
methods that reduce the reward of SP agents the most.

and evaluation condition, we average returns within each
policy and report the mean and standard error (SEM)
across five independently trained base policies for both
attack and defense experiments. White-box perturbations
are generated from trajectories and gradients of each
evaluated policy, including the defended checkpoints.

2) Attack results: The effectiveness of attacks on initial
states can be revealed by the decrease in the average
rewards. As the results are shown in Figure 4, our attack
significantly reduces the rewards of both agents in all
layouts and clearly outperforms the random baselines.
In some cases, the rewards even go down to near zero,
such as SP in Double Counters and Matrix, indicating
completely incapacitated agents. Such results show that
the proposed surrogate is an effective calibration adversary
in Overcooked. Although the transferred attack shows less

effectiveness than the white-box attack, it still consistently
outperforms the random baselines, indicating the trans-
ferability of our attack. We also notice that the RandomF

is stronger than the Random, which testifies to our
insight that out-of-distribution states may more effectively
incur failures. Furthermore, we find that even random
perturbations can considerably decrease the rewards on
all layouts, though they can be unintentional and are
agnostic to the DRL agent, exposing that the mainstream
DRL algorithms lack robustness to environmental state
perturbations. Even without a malicious adversary, the
agent may fail due to an unexpected misalignment between
the training and testing environments, underlining the
need to study environmental robustness for DRL agents.

A supplementary analysis compares surrogate scores
with measured return reductions using one trained policy
per family and layout, with 15 perturbations and 10
evaluation games per perturbation. The pooled within-
policy rank correlation between surrogate scores and
return reductions is 0.223 (95% policy-group bootstrap
interval [0.080, 0.351]), with coefficients of 0.101 for SP
and 0.341 for FCP.

Comparing the two DRL algorithms, FCP agents per-
form significantly better in resisting the attacks, although
they may have lower scores in the vanilla environment.
Recall that the FCP agents are trained with a set of
diversified partners and have explored more states in their
training data, this result fits the common perspective
that the robustness of agents benefits from training with
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more diverse data. Moreover, comparing across layouts,
we find the attack is less effective in simpler layouts such
as Coordination Ring, and is much more significant in
complex layouts. Such a phenomenon suggests that the
success of attacks comes from unknown and unreasonable
behaviors when the agents encounter out-of-distribution
observations, and naturally leads to an insight that agents
may benefit from training in more diversified environments
and adversarial training.

Some strong adversarial examples of environmental
state perturbations within an attack budget ϵ = 3 are
illustrated in Figure 5. Although the perturbations are
reachable in the game, seemingly casually placing objects
on some counters, they can significantly influence the
agent. Though the power of perturbations is hardly
visually distinguishable for humans, deliberately chosen
perturbations can more effectively incapacitate the agent,
further substantiating the effectiveness of our proposed
attack algorithm.

C. Defense
1) Experimental setup: We empirically select the top

5 outputs of our attack algorithm and sample 5 initial
states from the filtered random baseline to form the set of
perturbed initial states. In the supervised kick-start phase,
we collect 20 trajectories to construct a dataset for each
agent, and each trajectory has 800 environmental steps.
The temperature T is set to 1.5, the hyperparameter α is
set to 0.05, β is set to 1, and the learning rate is set to
0.001. The data are split into a training set and a vali-
dation set with a proportion of 7 : 3. We train the model
for 100 epochs and use the saved final-epoch checkpoint.
The fine-tuning stage uses similar hyperparameters for
8×106 additional environment steps, following base-policy
training and supervised kick-starting. To evaluate the
effectiveness of our proposed defense method, we employ
several baselines for comparison, as listed in the following:

• RADIAL[2], a robust DRL framework that intro-
duces an adversarial loss in optimization, which aims
to resist adversarial perturbation restricted by the
Lp-norm. RADIAL provides a reference for how
observation-robust training transfers to environmen-
tal perturbations. We use RADIAL-PPO to train the
self-play agents as a baseline. The perturbation bound
ϵ is set to smoothly increase from 0 to 1/255.

• Extra Training. To eliminate the influence of the dif-
ference in experimental settings between the original
training and the fine-tuning, we additionally train the
DRL agents for more time steps with the same setting
as BAT without any defense method.

• Diversified Start. A natural and widely adopted way
to improve the robustness of agents is to train from
a distribution of initial states [41], [42], which is also
applicable to defend against environmental perturba-
tions. The reported baseline trains from scratch for
107 steps using seven random and three adversarial
initial states, whereas the main BAT configuration
uses five of each.

2) Defense results: We present the mean scores of
models under various attacks and corresponding stan-
dard errors in Table I, where the best scores are in
bold. Specifically, the scores achieved in the standard
environments measure the capability of the agents, the
random perturbations that have no pertinence to the
agents measure their anti-interference performance, and
the performance under attacks evaluates the resistance
of agents. Generally, for both SP and FCP, our BAT
can significantly improve their performance across the
evaluated attacks and layouts and preserve considerable
capabilities under attack, which supports the effectiveness
of our framework. It is surprising that BAT also signif-
icantly improves the performance even in the standard
environment. Such a result indicates that the improvement
of our framework comes from the improvement in the
capabilities of agents, instead of increasing or decreasing
the confidence of choices. We also notice that BAT +
SP performs comparably to BAT + FCP, suggesting that
our defense framework can produce diversified enough
data for defending against environmental attacks while
substantiating that our BAT remains effective in general
tasks where no MARL algorithm is applicable.

Since the extra training is in self-play, it seems to
bring the SP and FCP agents into convergence. The
performance in unperturbed environments of FCP agents
is significantly improved and is comparable to that of
SP agents. Nevertheless, they are still vulnerable to
environmental perturbations. In contrast, RADIAL shows
resistance to environmental perturbations. However, it has
significantly lower performance in standard environments,
while the defense performance is still much weaker than
our BAT. We deem that existing robustness algorithms
designed to resist perturbations restricted by the Lp-
norm are less suitable for defending against environmen-
tal perturbations without adaptation. As the strongest
baseline, training with diversified initial states also shows
considerable defense performance, which is in line with
our analysis that diversified training data can improve
the robustness of agents. Nevertheless, our BAT continues
to outperform it, especially doing much better in the
standard environment. Besides, BAT is a post-training
framework applied to a base policy, with no limitation
on the primary training, while training with diversified
initial states may not be applicable for some algorithms,
e.g., algorithms including imitation learning [14].

Another noteworthy point is that our attack is still
significantly more effective than random perturbations.
It confirms the remaining effectiveness of our attack while
implying that there is still room for improving the defense
algorithms.

Across the six layouts, BAT increases mean return
under attack by 148.4 for SP and 100.3 for FCP relative
to the corresponding original policies, with 95% layout-
stratified paired bootstrap intervals of [120.2, 177.0] and
[66.2, 135.1], respectively.

Direct mixed-start fine-tuning without kick-start shows
substantial variation across layouts and training runs,
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TABLE I: Defense performance (mean ± SEM).
Method Attack Coord. Ring Cross Doub. Rings Doub. Coun. Matrix Clear Div.

Extra SP
No attack 341.8 ± 18.1 399.5 ± 12.8 325.2 ± 8.3 304.7 ± 8.0 320.6 ± 14.6 549.5 ± 45.7
Random 88.4 ± 18.6 36.1 ± 4.3 54.1 ± 12.8 29.8 ± 7.1 46.9 ± 14.6 23.5 ± 13.9

Our attack 36.8 ± 16.7 5.0 ± 1.6 39.4 ± 18.9 9.3 ± 5.4 10.8 ± 5.7 4.9 ± 2.4

Extra FCP
No attack 365.6 ± 4.3 399.2 ± 8.1 327.6 ± 16.1 324.4 ± 13.4 307.6 ± 8.6 631.0 ± 13.8
Random 234.7 ± 11.6 75.8 ± 20.2 44.5 ± 11.9 37.8 ± 5.2 16.8 ± 6.7 45.6 ± 32.0

Our attack 121.3 ± 38.9 19.4 ± 6.5 37.7 ± 31.3 6.6 ± 3.1 1.0 ± 0.6 5.1 ± 3.7

RADIAL
No attack 273.6 ± 10.5 287.6 ± 7.6 204.6 ± 7.1 218.4 ± 8.9 202.2 ± 9.4 303.5 ± 13.8
Random 138.8 ± 16.9 47.9 ± 32.0 43.9 ± 15.4 75.3 ± 20.8 40.4 ± 11.2 39.7 ± 19.2

Our attack 103.1 ± 28.1 51.1 ± 14.8 15.1 ± 4.9 53.3 ± 22.6 14.7 ± 9.0 25.3 ± 17.1

Div. Start
No attack 311.7 ± 22.8 391.7 ± 10.6 304.1 ± 25.7 330.8 ± 17.8 330.9 ± 9.3 540.4 ± 36.9
Random 240.2 ± 15.2 173.3 ± 28.0 176.2 ± 32.6 151.2 ± 9.5 172.8 ± 12.6 242.7 ± 31.6

Our attack 221.1 ± 37.0 90.8 ± 19.4 153.7 ± 46.6 88.4 ± 12.1 106.1 ± 13.7 114.1 ± 54.4

BAT+SP
No attack 372.8 ± 10.7 459.7 ± 16.0 373.3 ± 27.3 352.8 ± 4.8 335.9 ± 26.1 612.2 ± 39.7
Random 269.6 ± 22.2 279.4 ± 28.3 190.2 ± 20.5 180.6 ± 28.3 209.3 ± 40.2 364.9 ± 23.6

Our attack 197.2 ± 32.9 196.3 ± 46.2 138.0 ± 46.0 98.5 ± 36.7 107.6 ± 31.2 247.8 ± 37.7

BAT+FCP
No attack 456.9 ± 30.4 460.4 ± 10.6 353.7 ± 14.2 340.9 ± 21.2 351.8 ± 17.3 759.0 ± 41.1
Random 389.8 ± 13.1 333.8 ± 20.8 219.2 ± 27.5 171.3 ± 20.3 178.6 ± 22.9 467.7 ± 37.8

Our attack 308.6 ± 38.6 206.3 ± 24.7 178.9 ± 34.3 120.7 ± 44.1 58.3 ± 31.3 289.4 ± 79.6

including poor performance for SP on Matrix under
standard conditions. Averaged across layouts, full BAT
achieves higher returns under attack than kick-start alone.

VI. Conclusion and future work
In this paper, we propose a novel threat model in

which the saboteur can perturb the initial environmental
state within a semantic budget. We further design an
algorithm to perform a non-targeted attack by generating
adversarial initial states and propose the BAT framework
to enhance the capabilities and robustness of agents with
the generated adversarial examples. Experimental results
in six Overcooked layouts show that the mainstream DRL
methods are vulnerable under our threat model and can be
attacked by our algorithm. In contrast, our defense method
shows significant effectiveness in resisting environmental
perturbations and even improves the capability of agents
in the pristine environment and outperforms the baselines,
including a representative existing robust reinforcement
learning algorithm.

We preliminarily validate the existence of environmental
vulnerability of DRL agents, demonstrate the problems
of attack and defense, and verify the effectiveness of our
methods. Although our problem definition and methods
are general and have the potential for further extension,
the validation is currently conducted on the 2D game
domain, leaving the generalization to the 3D domain
and even the real world as future work. With lossless
featurized observations, the experiments assess policy-level
generalization under environmental state perturbations.
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